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Abstract—Finding the genome of new species remains
as one of the most crucial tasks in molecular biology. To
achieve that end, de novo sequence assembly feeds from
the vast amount of data provided by Next-Generation
Sequencing technology. Therefore, genome assemblers de-
mand a high amount of computational resources, and
parallel implementations of those assemblers are readily
available. This paper presents a comparison of three well-
known de novo genome assemblers: Velvet, ABySS and
SOAPdenovo, all of them using de Bruijn graphs and
having a parallel implementation. We based our analysis
on parallel execution time, scalability, quality of assembly,
and sensitivity to the choice of a critical parameter (k-
mer size). We found one of the tools clearly stands out
for providing faster execution time and better quality in
the output. Also, all assemblers are mildly sensitive to the
choice of k-mer size and they all show limited scalability.
We expect the findings of this paper provide a guide to
the development of new algorithms and tools for scalable
parallel genome sequence assemblers.

Index Terms—genome assembly, de novo, de Bruijn
graph, parallel performance, scalability

I. INTRODUCTION

Next-Generation Sequencing (NGS) is currently the
most advanced technology of DNA sequencing. It pro-
vides high speed and throughput and produces an enor-
mous volume of sequences (reads) in each run. With
the data obtained from this technology we can do more
complete analysis of genomes but, at the same time
with a higher computational demand. Therefore, High
Performance Computing is required, giving the hardware
and software to perform accurate and quality analysis of
the genomes to accelerate the related scientific quests.

Determine the genome of new species remains as one
of the most important applications for NGS. De novo
assembly is a method to generate those new sequence
assemblies for previously uncharacterized genomes and
to establish the genome sequence of individuals without

reference bias. One among many algorithms to imple-
ment de novo assembly is the de Bruijn graphs. Short-
read sequencing technologies produce a large number of
reads, with favour the use of de Bruijn graphs. As a bene-
fit, this approach does not require the storage of pairwise
overlaps and have a graph structure representative of the
repeat structure of the genome, making it well suited
to represent genomes with repeats (sequences of nucleic
acids copied multiple times throughout the genome).

Currently several options of de novo genome assem-
blers are available for the community of bioinformatics
and genetics. Choosing the right one depends on the
size and complexity of the genome, the sequencing
technology (Sanger, 454, Illumina) and the type of the
library, single-end or paired-end. Those assemblers can
be chosen by the algorithm used to assembly the de
novo genome, string-based and graphs-based are the
most common. String-based are implemented with a
greedy approach, graph-based are divided in overlapping
graphs and de Bruijn graphs, and also exist hybrid
implementations of these algorithms.

In the current paper we analyze the performance of
three de Bruijn based genome assemblers: Velvet [1],
ABySS [2] and SOAPdenovo [3], in a parallel platform,
specifically a Intel Xeon Phi cluster. Our purpose is to
determine the scalability of each complete assembler,
understand the behavior with different genome sizes
and possibly find gaps in the implementation of the
algorithm.

II. BACKGROUND

A. Parallel Programming Paradigms

The main objective of parallel programming is to ac-
celerate the execution of sequential programs. To achieve
that end, parallel programming models are used to fully
exploit the capabilities of multiple-core machines. In
this study, we compare three assemblers that use two



common parallel programming models: shared-memory
and distributed-memory.

The shared-memory model as the name implies, in-
dicates that all memory is shared. This allows the
model to be applied to multi-thread systems, where
program counters and execution stacks are associated to
a single process. The challenge of this model is that
program variables that define any state of the program
are shared by all threads simultaneously. Despite that,
in most thread systems it is possible to allocate thread-
local memory. POSIX Standard, also known as POSIX
Threads pthreads, is the most utilized implementation of
the model. Pthreads is a set of threading interfaces, that
achieves the shared-memory programming model via a
collection of routines to create, manage, and coordinate
a collection of threads [4].

OpenMP is a shared-memory application program-
ming interface (API) whose features are based on prior
efforts to facilitate shared-memory parallel program-
ming. OpenMP fulfills a shared-memory programming
model, this model assumes that the programs will be
executed on one or more processors that share some or
all of the available memory. Shared-memory programs
are typically executed by multiple independent threads;
the threads share data but may also have additional
private data [4].

The model of distributed-memory, also referred as
message passing, assumes that programs will be exe-
cuted by one or more processors. each of which has
its own private address space. The model provides a
way to set up and handle the involved processes, as
well as operations for sending and receiving messages,
and performing special actions across data distributed
among all the processes. The pure message passing
model assumes that processes cooperate to exchange
messages whenever one of them needs data produced
by another one [5] [6].

The implementation of distributed-memory used in
this study is MPI, that stands for Message Passing
Interface, it provides a complete set of library routines
for managing processes and exchanging messages.

Parallel programs can be evaluated using some metrics
such as parallel run time, also called execution time,
speedup, efficiency and scalability. The execution time
is the time from the moment when the programs starts
to the moment when the last processor finishes its
execution. The Speedup of a parallel program defines
the ratio of the time needed to solve the problem on
a single processor to the time required to solve the
same problem on a parallel system with p processors. It

captures the relative benefit of solving a given problem
using a parallel system. It is calculated with:

S =
Tserial

Tparallel

The Efficiency is defined as a ratio of speedup to the
number of processors (p) , and it determines the utiliza-
tion of resources of the parallel program. It is calculated
using the formula:

E =
S

p
=

Tserial

p · Tparallel

Finally, a parallel program is weakly scalable if there
is a rate at which the problem size can be increased
and, at the same time, the number of processes/threads
is increased so that the execution time remains constant.
When the problem size does not change and more
processors are added but the efficiency remains fixed,
the program is said to be strongly scalable [5].

B. De novo Assemblers

Next-generation sequencing technologies generate
millions of reads from DNA of samples of the organ-
isms of interest. This means we have large volumes
of fragmented genome reads, requiring large amounts
of memory and computational power to assemble the
complete genome efficiently. This can be done mapping
those reads with a reference genome if the genome is
already known, otherwise de novo genome assembly is
required [7].

De novo assembly is the process of merging over-
lapping sequence reads into contiguous sequences called
contigs. Using computer algorithms to piece the resulting
sequence reads back together, without the use of any
reference genome as a guide.

The most efficient assemblers for short reads se-
quences are those that use de Bruijn graphs to produce
an assembly [8]. Commonly implemented with a single-
thread to run on a single processor. However, the com-
putation time and memory required to assembly large
genomes limit the practical use of these programs [2].
In response to that situation, parallel programming have
changed the way the new assemblers are created with
the goal of transcend that limit. Parallel implementations
try to accelerate the assembly process, without affecting
the quality outcome of the assembly. Table I shows the
assemblers we analyzed in this study and the parallel
model used by each of them.

SOAPdenovo is a short-read assembly method, created
with the purpose of build a de novo draft assembly



Assembler Parallel Model API Version
Velvet Shared-memory OpenMP 1.2.10
ABySS Distributed-memory MPI 3.82
SOAPdenovo Shared-memory Pthreads 2.04

Table I: Parallel model and API implementation used by
assemblers.

for human-sized genomes. The program is specially
designed to assemble short reads from Illumina Genome
Analyzer. It provides a cost effective way to build
references sequences and execute accurate analyses of
unexplored genomes. SOAPdenovo2 is the latest avail-
able version, using shared-memory model with Pthreads
for the parallel implementation, with a new algorithm
designed to reduce memory usage while creating the
graph, resolve more repeat regions in contigs, increase
coverage and length in scaffold construction, improve
gap closing, and finally optimized for large genome.
The newest version, SOAPdenovo2 is made up of six
modules that handle read error correction, de Bruijn
graph (DBG) construction, assembly of contig , mapping
of paired-end reads, scaffolding, and gap closure [3].

Velvet is a short read assembler that implements the
de Bruijn graphs efficiently. Using two techniques called
manipulation and compression, to joining into single
nodes those paths that never cross each other, without
losing graph information. The objective of the assembler
is to eliminate errors and resolve repeats doing both tasks
separately. The first process is the error correction, where
the algorithm merges sequences that belong together, the
second step is when the repeat solver splits the paths
sharing local overlaps [1]. The parallel implementation
of Velvet is compiled to use shared-memory model with
OpenMP.

ABySS is a de novo, parallel, paired-end sequence
assembler designed for short reads. The single-processor
version is useful for assembling genomes up to 100
megabases in size. The parallel version is implemented
using MPI and it is capable of assembling larger
genomes. The primary innovation in ABySS is a dis-
tributed representation of a de Bruijn graph, which
allows parallel computation of the assembly algorithm
across a network of commodity computers [2].

The selection of single-end or paired-end data set is
a fundamental step on the genome assembly process.
In single-end reads the fragment was sequenced just in
one direction, from one end to the other, generating the

Figure 1: 3-mers de Bruijn graph for sequence TAC-
GACGTCGACT.

sequence of base pairs. In paired-end reads the fragment
was sequenced first in one direction, starting in one end
and finishing at the given read length, then is sequence
in the other direction from the opposite end of the
fragment. One advantage of paired-end reads over single-
end is that improves the identification of the relative
position of various reads in the genome, making them
more effective to solve structural rearrangements, like
insertions, deletions, or inversions. Also paired-end reads
can improve the assembly of repetitive regions.

C. De Bruijn Graphs

The de Bruijn graph has its origin in graph theory and
has numerous applications beyond bioinformatics and
computational biology. Its name comes from Nicolaas de
Bruijn, who was interested in the “superstring” problem:
find a shortest circular superstring that contains all
possible substrings of length k (k-mers), where there are
nk k-mers in an given alphabet containing n symbols.
De Bruijn found a way to generate that superstring for
all k-mers with an arbitrary of value k and an arbitrary
alphabet, using the Euler’s solution of the Bridges of
Königsberg problem. In that problem the city of Königs-
berg was separated by the Pregel river in four parts,
which were connected by seven bridges. The question
was if every part of the city could be visited, by walking
across all the bridges exactly once and returning to the
starting point [9].

A de Bruijn graph can be created independently of
the sequence length. The first step is to select the k-
mer size to split the original sequence into its k-mer
elements. Following this, those pairs of k-mer that have
overlapping bases between the first k − 1 nucleotides
and the last k − 1 nucleotides are connected, with a
arrow going from the k-mer element that has the last
k− 1 nucleotides overlapping to the k-mer with the first



k − 1 nucleotides overlapping. Figure 1 depicts a de
Bruijn graph concept for a short sequence of nucleotides.
Where each vertex is a k-mer element from the original
sequence, and each edge is the next nucleotide in the
sequence that create a new k-mer element.

The biggest advantages of a de Bruijn graph based
algorithm are: (i) allowing assembly of short reads, and
(ii) keeping count of k-mers so that repetitive regions are
identified. One disadvantage is loss of read coherence.
In a de Bruijn graph-based assembler, the quality of
assembly first rises and then starts to fall with k-mer
size approaching the read size. Conceptually, this can be
understood by seeing the k-mer size in de Bruijn graph
as equivalent to the length of minimum overlap between
read pairs in an overlap-layout-consensus assembler.
With high fraction of overlap between reads, the read
coverage needs to increase to retain the same quality of
assembly.

III. EXPERIMENTAL EVALUATION

A. Intel Xeon Phi Architecture

Intel Xeon Phi common known as Knights Landing
(KNL) is a many-core processor that delivers massive
thread and data parallelism with high memory band-
width. It is designed to deliver high performance on
parallel workloads. The KNL design has a concept of
a tile, which is the basic unit for replication, each tile
consists of two cores, two vector-processing units per
core, and a 1 MB L2 cache shared between the two cores
of a tile [10]. KNL processors can have up to 36 tiles
for a total of 72 cores, each capable of hyper-threading
with up to 4 threads per core, and 144 VPUs. The RAM
memory available is 96 GB. The KNL processors used
in this study have 64 cores.

B. Data and Pipeline

The aim of this study is to analyze and compare
the assemblers in terms of the parallel execution time,
assembly quality, scalability and sensitivity to the k-mer
size. Three data sets of raw reads were selected from
the Sequence Read Archive (SRA) based on genome
size, sequencing platform, sequencing strategy and reads
layout. The data sets correspond to Whole Genome
Sequencing experiments with paired-end reads generated
by Illumina Miseq (E. coli and S. cerevisiae), and
Illumina HiSeq 2000 (S. pombe) technologies. Table II
summaries the selected data sets.

The experiments were run using 1, 2, 4, 8, 16, 32
processors and a specific k-mer value for each dataset,
selected after previous testing to determine best N50

Organism SRA Accession
Number

Genome
Size

Total of
Reads

E. coli ERR2213556 5.15 Mb 959K
S. pombe ERR200231 12.6 Mb 3.3M
S. cerevisiae ERR1938686 12.2 Mb 3.3M

Table II: Data sets used to compare the assemblers

Assembler N50 (kb) Contigs Max
Length

Total
Length

Genome
Coverage

Velvet 137889 809 318506 4759380 92%
Abyss 125251 590 269444 4929367 95%
SOAPdenovo 138475 1204 436364 4759960 92%

Table III: Assembly results for E. Coli data set. Running
SOAPdenovo with k=65, Velvet and ABySS with k=31

quality and useful data to compare. FastQC (v0.11.5) was
used to determine reads quality and additional statistics.
Sickle (v1.33) and Trimmomatic (v0.36) for filtering and
trimming of the quality and larger reads. And finally the
assembler programs, Velvet, ABySS and SOAPdenovo,
installed to support parallel execution.

C. Results and Analysis

Although the aim of this work is to study the parallel
implementation of de novo assemblers, we can neglect
the main goal of the assemblers that is the correct
assembly of genomes from NGS reads. Therefore we
first compare the quality of the assemblies generated by
Velvet, ABySS and SOAPdenovo for the three data sets.

Table III shows results obtained for the E. coli raw
reads. Here, the higher N50 value was from SOAPde-
novo, very similar to Velvet. ABySS had an acceptable
N50, lower than the others. Best coverage was obtained
with ABySS, the other two reached the same genome
coverage.

Assembly outcome S. pombe (Table IV) follows a
similar trend to E. coli, where the highest N50 was
obtained from SOAPdenovo, and the lower from ABySS.
But, with the difference at the genome coverage, where
Velvet and ABySS covered 97 percent of the reference
genome and SOAPdenovo only reach a 90 percent of
coverage.

Results for S. cerevisiae are presented in Table V. All
assemblers reach almost the same genome coverage of
95 percent. The highest N50 was obtained by SOAPden-
ovo, while ABySS generated the lowest. However, there
is a notorious difference regarding the number of contigs
obtained from the other two data sets. SOAPdenovo
returned more than the double of contigs than Velvet,



Assembler N50 (kb) Contigs Max
Length

Total
Length

Genome
Coverage

Velvet 73112 2004 334134 12205377 97%
Abyss 55918 1532 253768 12190000 97%
SOAPdenovo 88850 1503 345419 11262800 90%

Table IV: Assembly results for S. Pombe data set,
running each assembler with k=35.

Assembler N50 (kb) Contigs Max
Length

Total
Length

Genome
Coverage

Velvet 292251 1491 943901 11806766 96%
Abyss 180366 916 431100 11700000 95%
SOAPdenovo 301494 3118 908868 11710822 95%

Table V: Assembly results for S. Cerevisiae data set,
running each assembler with k=109.

and three times more than ABySS. Similar outcome was
observed in the assembly of E. coli (Table III) when
SOAPdenovo doubled the amount of contigs generated
by ABySS. Which can be a decision factor for choosing
the appropriate assembler for a specific data set.

S. cerevisiae and S. pombe data sets have similar
amount of reads, nevertheless the read quality of S.
cerevisiae is higher, as well as the N50 values obtained
from the assemblers; this suggests that read quality
can affect the assembly accuracy, further analysis are
required to quantify this effect.

D. Parallel Execution Results

Figure 2 shows the results of execution time for each
data set, using all three assemblers. In each case three
values of k were previously selected to determine the
effect on the quality of the assembly, the posterior record
of the run time and show that times with different k
values.

For E. coli (Figure 2a) is evident that ABySS is the
slowest assembler, lasting more than 400 seconds even
with 32 cores. SOAPdenovo was the fastest, taking 130
seconds for 4 cores, it was 4 times faster than ABySS
with 4 cores and the same k-mer size. Execution times
obtained with Velvet are slightly above SOAPdenovo.

Figure 2b shows S. pombe results with similar be-
havior than E. coli. For this organism we have a larger
data set and a bigger genome than E. coli, this increase
the parallel execution time, but the behavior is similar,
SOAPdenovo is the fastest, Velvet is close in time to
SOAP, and ABySS the slowest. Similar behavior can be
seen with S. cerevisiae in Figure 2c, where the genome

size and the amount of data is almost the same as S.
pombe. Resulting in identical execution times, always
being SOAPdenovo the fastest assembler and ABySS the
slowest.

Then, we can observed the effect of the change on
the k value. In each chart, blue lines are assembly times
with lower k value. The figure shows that with a smaller
k value the analysis took longer in the vast majority
of cases, but specially when number of cores is less
than 8. This is because a smaller k generates more
sub-strings from the read, this can be calculated with
kmers = readlength− k + 1. Causing a large amount
of sub-strings to process to construct the graph, implying
more nodes for the graphs and requiring more time to
process.

With the Velvet assembly of E. coli data, we noticed
a change on the final number of contigs obtained, with
31-mer the amount of contigs obtained was 780, with 75-
mer was 421. However, both cases experimented minor
changes in N50 value. This same behavior can be seen
in all cases with the three organisms and the three
assemblers. This indicates that with a lower k-mer size is
expected a big amount of contigs, from this point we can
increase the value of k to obtain fewer contigs without
change the desirable N50 value.

Another interesting point in the figure is the curve.
The execution time begins to be constant after 8 cores,
some cases does it after 16 cores. This means that
there is a point where the execution time differences
were bigger and at that moment started to decrease
gradually. Suggesting that the three assemblers don’t
scale significantly with more than 8 or 16 cores.

Figure 3 shows the execution time running S. pombe
data set with 16 cores and k values of 35. For the three
assemblers is clear that the execution time decreases
going from 1 to 8 cores. The most significant differ-
ences are obtained with ABySS where that difference is
almost 1000 seconds. For Velvet and SOAPdenovo those
changes are smaller. After 8 cores the curves start to
flatten, with time differences much smaller in all cases.
This can be evidence that the assemblers do not scale
linearly and we can not have a big improvement on
execution time with more that 16 cores.

The speedup results were obtained using 32 cores
with all data sets. For S. pombe dataset the maximum
speedup obtained was 3× using SOAPdenovo, 2.5× with
Velvet and 1.7× with ABySS. With S. cerevisiae, with a
similar genome size to S. pombe, SOAPdenovo reached a
speedup of 4× and the other assemblers roughly obtained
2×. With the smallest genome and dataset, E. coli, all



(a) E. Coli parallel execution time

(b) S. Pombe parallel execution time

(c) S. Cerevisiae parallel execution time

Figure 2: Analysis of parallel execution time for data sets in the study. Assembler were run with different k values and
increasing the number of cores from 1 to 2, 4, 8, 16 and 32 cores.

assemblers reached the maximum speedup of 3×. It is
important to remark that on each experiment, ABySS
was the assembler that reached the lowest speedup.

In general is evident that ABySS is the slowest of the
three assemblers. Its performance could be affected by
several factors such as, communication overhead, which
includes synchronization of tasks; the granularity of the
parallel tasks or load balancing among processes. We
can not measure this because the assemblers are already
compiled, meaning there is no code to change and profile
their execution. Velvet and SOAPdenovo implement a

parallel model that doesn’t use message passing, this
could be a reason why they do not manifest a notable
slowdown compare to ABySS.

A contribution of this study is the assessment of the
general quality accuracy of the assemblers and their
parallel execution time as shown in Figure 4. From it,
we observed an interesting tendency, ABySS presents
the wider range on quality and running time. Even with
small data sets as E. coli, ABySS doesn’t reach the mid-
dle time of Velvet that is 400 seconds. The Velvet range
denotes a more acceptable situation, where satisfactory



Figure 3: Parallel execution time of S. pombe with k=35
and 16 cores.

Figure 4: Summary of range of quality obtained by each
assembler vs the range of parallel execution time.

quality is obtained at reasonable times. SOAPdenovo
returned the best results, obtaining the best performance
and N50 values.

Table VI shows data of the maximum memory and
CPU consumption of the assemblers, for E. coli and
S. pombe data sets. In terms of CPU utilization, Velvet
and SOAPdenovo never reached full processor usage.
ABySS, at one point of the parallel execution reached
the 100 percent of usage for each processor. Memory
usage was not a problem in the study, having 96 GB per
node and small genomes, the assembler that took the
largest amount of the memory was SOAPdenovo with
approximately 5.6 GB, never exceeding the 6% of the
available memory. Less than a gigabyte was used for
Velvet with E. coli, and only 3.7 GB with S. Pombe,
making it the most efficient assembler in term of memory
utilization.

Data set Assembler Max CPU Usage
Percentage

Memory
Usage (GB)

E. coli
Velvet 97.44 0.77
ABySS 100.00 1.54
SOAPdenovo 97.71 4.38

S. pombe
Velvet 95.81 3.76
ABySS 100.00 3.08
SOAPdenovo 96.88 5.59

Table VI: Memory and CPU usage of each assembler
with E. coli and S. pombe with 16 cores.

IV. RELATED WORK

Previous researches compared the quality of the as-
semblies. GAGE [11] is the most relevant, authors evalu-
ated several leading de novo assembly algorithms on four
different short-read data sets, all generated by Illumina
sequencers. One of the conclusions they found is that
quality of data, rather than the assembler itself, has a
dramatic effect on the quality of the assembled genome.
GAGE is a study about the quality of the assemblers
in terms of the last assembly obtain and does not show
results about the time taken to assembly the genomes.

In their study Zhang and their team analyzed per-
formance memory used for five assemblers and eight
data sets, but mainly focused on the quality of the data
assembled. De Bruijn graph-based assemblers could have
commendable resolutions due to their short runtime and
low RAM occupancy. They conclude that parallelization
is a solution to accelerate the analysis. GPU computa-
tional method has been applied in other two short reads
analysis procedures [12].

Khan and their team [13] performed a comparison of
de novo assemblers, as the majority of researches they
gather the most data about the quality accuracy of the
program. And also about the running time and memory
used. They determined that Velvet and ABySS performed
better than the other assemblers in the study, with Velvet
using the least amount of memory. The objective was to
provide assistance to the scientists for selecting the best
suitable assembler for their data.

Several other studies have analyzed genome assem-
blers, and also the effect of various factors, such a
read length, genome sizes, repeat section, quality of
reads, CG content, etc; but little attention has been paid
to the parallel performance and the scalability of the
assemblers.

V. CONCLUSIONS AND FUTURE WORK

Prior work has studied the accuracy of de novo assem-
blers on multi-processor machines. But they don’t focus



on strong scalability of the program, where the size of
the problem does not change and the number of cores
increases. In this study we can see how the assemblers
behaves with this addition of cores, and also the effect of
the selection of the k-mer size for the de Bruijn graph.

The k value affects the quality of the assembly, mak-
ing the decision of this value a very important task before
the real execution of the final assemblies. Sometimes
several runs are needed to determine the best quality with
specific k values, or use prediction tools to approximate
the k value. The results evidence that smaller k values
impact the execution time, this is due the big amount
of sub-strings the program needs to process in order
to create the graph and go across the graph to create
the contigs. It is understandable to say that selection of
bigger k will do the analysis faster, but we need to think
about the quality of the assembly we are expecting. Some
times better k values do the trick.

Assemblers in the study do not scale linearly. They
did well decreasing the execution time until 8 cores,
after that, the time wasn’t changing substantially, making
almost unnecessary to use more than 8 cores. A small
improvement can be obtained with 16 and 32 cores, but
if resources are not available, 8 or 16 cores are enough
to obtain a desirable time.

Finally, we conclude that SOAPdenovo is the best
alternative, having the best performance with good
N50 quality results, it demonstrates a benefit of multi-
threading paradigm over the other models. It is important
to remark that SOAPdenovo is the newest of all three as-
semblers, with all the work previously done, the research
team could have improved the specific aspects of genome
sequencing and the parallelization to obtain better per-
formance. An important aspect for future studies is to
deeply analyze the parallel implementation of de Bruijn
graphs and others algorithms used in the assemblers,
with the objective to detect hot spots, bottlenecks and
evaluate the performance of Input/Output operations.
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allocation on Kabré supercomputer at the Costa Rica
National High Technology Center.

REFERENCES

[1] D. R. Zerbino and E. Birney, “Velvet: Algorithms for de novo
short read assembly using de Bruijn graphs,” Genome Research,
vol. 18, no. 5, pp. 821–829, 2008.

[2] J. T. Simpson, K. Wong, S. D. Jackman, J. E. Schein, S. J. M.
Jones, and I. Birol, “ABySS: A parallel assembler for short read
sequence data,” Genome Research, vol. 19, no. 6, pp. 1117–
1123, 2009.

[3] R. Luo, B. Liu, Y. Xie, Z. Li, W. Huang, J. Yuan, G. He,
Y. Chen, Q. Pan, J. Tang, G. Wu, H. Zhang, Y. Shi, Y. Liu,
C. Yu, B. Wang, Y. Lu, C. Han, D. Cheung, S. Yiu, S. Peng,
X. Zhu, G. Liu, X. Liao, Y. Li, H. Yang, J. Wang, T. Lam, and
J. Wang, “SOAPdenovo2: an empirically improved memory-
efficient sort read de novo assembler,” GigaScience, vol. 1,
no. 18, pp. 1–6, 2012.

[4] B. Chapman, G. Jost, and R. v. d. Pas, Using OpenMP:
Portable Shared Memory Parallel Programming (Scientific and
Engineering Computation). The MIT Press, 2007.

[5] P. S. Pacheco, Parallel Programming with MPI. San Francisco,
CA, USA: Morgan Kaufmann Publishers Inc., 1996.

[6] W. Gropp, E. Lusk, and A. Skjellum, Using MPI: Portable Par-
allel Programming with the Message-Passing Interface. The
MIT Press, 2014.

[7] D. Kleftogiannis, P. Kalnis, and V. B. Bajic, “Comparing
Memory-Efficient Genome Assemblers on Stand-Alone and
Cloud Infrastructures,” Edwards and Holt Microbial Informatics
and Experimentation, 2013.

[8] D. J. Edwards and K. E. Holt, “Beginner’s guide to comparative
bacterial genome analysis using next-generation sequence data,”
Edwards and Holt Microbial Informatics and Experimentation,
2013.

[9] P. E. C. Compeau, P. A. Pevzner, and G. Tesler, “How to apply
de Bruijn graphs to genome assembly,” Nature Biotechnology,
vol. 29, no. 11, pp. 987–991, 2011. [Online]. Available:
http://www.nature.com/doifinder/10.1038/nbt.2023

[10] J. Jeffers, J. Reinders, and A. Sodani, Intel Xeon Phi Processor
High Performance Programming: Knights Landing Edition.
Morgan Kaufmann, 2016.

[11] S. L. Salzberg, A. M. Phillippy, A. Zimin, D. Puiu, T. Magoc,
S. Koren, T. J. Treangen, M. C. Schatz, A. L. Delcher,
M. Roberts, G. M. xais, M. Pop, , and J. A. Yorke3, “GAGE:
A critiacl evaluation of genome assmblies and assembly algo-
rithms,” Genome Research, 2012.

[12] W. Zhang, J. Chen, Y. Yang, Y. Tang, J. Shang, and B. Shen, “A
Practical Comparison of De Novo Genome Assembly Software
Tools for Next-Generation Sequencing Technologies,” PLoS
ONE, 2011.

[13] A. R. Khan, M. T. Pervez, M. E. Babar,
N. Naveed, and M. Shoaib, “A Comprehensive Study
of De Novo Genome Assemblers: Current Challenges
and Future Prospective,” Evolutionary Bioinformatics,
vol. 14, p. 117693431875865, 2018. [Online]. Available:
http://journals.sagepub.com/doi/10.1177/1176934318758650


