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Abstract. The next generation of supercomputers will require HPC
applications to handle failures. This paper presents, through an example
application, the benefits of logging messages at the application level. The
proposed method will do both, provide resilience to failures and improve
performance.
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1 Resilience in HPC Applications

Resilience is one of the most pressing challenges the High Performance Com-
puting (HPC) community faces for the next generation of machines [6]. The
vast amount of computing components assembled into a single supercomputer
at exascale makes the failure rate worryingly high. It will be crucial for HPC
applications to incorporate some sort of fault-tolerance mechanism. Various re-
silience strategies have been devised. One family of techniques is referred to as
algorithm-based fault tolerance (ABFT) [3], in which the original algorithm is
modified to also run encoded computations that will be later used to detect
and correct failures. Other, more traditional, family of techniques is known as
rollback-recovery [1], in which the system periodically saves the state of the
computation. Should a failure happen, the system rolls back to the latest saved
state. The basic implementation of this idea is the well-known checkpoint/restart
mechanism, where minimal changes to the application’s algorithm are required.
There are several extensions to checkpoint/restart. One such extension is mes-
sage logging, which stores just the necessary communication to only restart the
failed component, saving time and energy [5].

This paper explores the potential of a hybrid resilience strategy that combines
both ABFT and message-logging philosophies. The strategy is called application-
level message-logging and it is based on the fundamental principles of rollback-
recovery with message-logging. However, it requires some intervention to the
application’s algorithm to store some communication at the application level.
The method should tolerate the crash of one processing entity (PE). In this
paper, a PE may refer to a core, a processor, or a node. The distinctive feature
of a PE is that it runs an operating system heavyweight process.



2 Application-level Message-Logging

We will introduce our proposed method through an application called ChaNGa [2],
written in the Charm++ object-oriented parallel programming language[4]. ChaNGa
(Charm++ N-body GrAvity solver) is a program that computes gravitational
forces among a set of particles. It performs collisionless N-body simulations.
The major application of ChaNGa is to cosmological simulations with periodic
boundary conditions in comoving coordinates. It has also been used for sim-
ulations of isolated stellar systems. Additionally, it can include hydrodynamics
using the Smooth Particle Hydrodynamics (SPH) technique. ChaNGa relies on a
Barnes-Hut tree to calculate gravity, with hexadecapole expansion of nodes and
Ewald summation for periodic forces. Timestepping is achieved with a leapfrog
integrator with individual timesteps for each particle.

There are four major stages in each step of ChaNGa: i) domain decomposi-
tion, which creates a division of the space according to the set of particles and
their positions, ii) load balancing, which migrates particles to balance the load
across the set of processors iii) tree building, where a Barnes-Hut tree is re-
built for the new set of particle positions and their distribution, and iv) gravity
computation, which performs the actual computation on each particle.

It is the gravity computation step we will focus on. After the tree building, a
set of objects called Tree Pieces will hold each a subset of the particles. During
the gravity computation, each Tree Piece is responsible for computing the total
gravity on its particles. In doing so, it may require the particle information from
potentially many other Tree Pieces. Several Tree Pieces will reside on the same
PE. To avoid multiple identical requests, ChaNGa has a receiver-side Cache
object. This set of objects behave as a group in Charm++, meaning there is
exactly one object per PE. Thus, each Tree Piece will try contacting its local
Cache first to get the particles it needs. If the Cache has the particular set of
particles stored, it will return them to the requesting Tree Piece. Otherwise, the
Cache will contact the remote Tree Piece, cache the content of the message and
forward it to the requesting Tree Piece. Figure 1 shows a diagram of the overall
scheme of objects in ChaNGa where Tree Piece A requires the information from
Tree Piece B and that request always goes through the local Cache on PE X.

The current implementation of ChaNGa provides (accidentally) a receiver-
based message-logging mechanism [1]. However, failure of a PE will immediately
make the Cache object disappear, along with all its content. Additionally, mes-
sages are cached per iteration. Therefore, not all messages would be available
for recovering a Tree Piece, even if the Cache survives the crash. What is en-
couraging about this scenario is the relative advantage of logging the messages,
at least in terms of performance. Most of the traditional message-logging tech-
niques belong to the sender-based family, where messages are stored in the main
memory of the sender. If ChaNGa were to be seen from that perspective, there
would be a fertile land to implement a message-logging protocol for resilience.

To understand the potential of application-based message-logging in ChaNGa,
we measured the average number of requests per iteration. We ran for 10 iter-
ations the dwf1.2048 dataset with 8,192 Tree Pieces. The dataset contains
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Fig. 1. Simplified diagram of objects in ChaNGa. A Tree Piece that requires the particle
information of another Tree Piece will first contact its local Cache to avoid a remote
transmission. If the local Cache has the particle message, it will provide the message.
Otherwise, the Cache will contact the remote object.

5 million particles. The results were gathered on Intrepid supercomputer with
1,024 cores. Figure 2 shows the distribution of requests for ChaNGa. We only
counted remote requests, i.e., coming from a remote PE. In Figure 2(a) appears
the distribution of the average number of requests per TreePiece. Although most
of the distribution follows a bell shape, the tail is significant with a few Tree
Pieces showing a high number of requests per iteration. The story changes a
little once PEs are considered. Figure 2(b) offers the distribution of average
number of requests per iteration per PE. Both distributions show the immense
potential for having a sender-based message-logging at the Cache objects. On
average, the number of requests per iteration is higher than 100, meaning per
iteration the very same message has to be built at least 100 times.
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(a) Distribution of requests per Tree Piece.
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(b) Distribution of requests per PE.

Fig. 2. Distributions of average number of requests per iteration on ChaNGa.

Using a strong-scale approach, we ran the same experiment from 512 to 4,096
cores. Table 1 summarizes the results of this experiment. As the number of cores
increases, the average number of requests raises. This can be explained by the
fact that more cores, means a higher chance that the Tree Piece is not local,



requiring a remote request. However, the dispersion of the data also changes
drastically. The absolute maximum of requests reports the Tree Piece with the
maximum number of requests and it roughly doubles as we go from 512 to 4,096
cores. The averages in the number of requests per iteration are always higher
for the Tree Piece version. This is a natural result of load balancing that will
balance Tree Pieces with different request profiles on the different PEs.

Number of Requests
Number of Cores

512 1024 2048 4096

Absolute Average 97.05 124.50 160.51 202.28
Absolute Maximum 508.00 670.00 936.00 1154.00

Average per PE 100.99 131.45 171.66 218.95
Maximum Average per PE 165.89 252.90 407.33 521.00
Average per Tree Piece 92.04 118.46 152.87 192.68

Maximum Average per Tree Piece 260.00 312.40 473.40 607.30

Table 1. Average number of requests per iteration in ChaNGa.

The lesson extracted from ChaNGa is that applications may have a high
potential to eliminate unnecessary creation of messages and at the same time
provide a useful infrastructure for message-logging and resilience. In the partic-
ular case of ChaNGa, the Cache objects could be made sender-based too. This
would avoid the cost of generating the same message multiple times and serve
as the fundamental basis for message-logging protocols.
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